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Introduction

Item Response Theory (IRT) is widely used in modeling item responses and
scores in educational tests. In K—12 assessment, historically, the Rasch model has been
more widely applied, primarily due to its robustness to sample size and estimation
requirement, relative ease in implementation, and straightforward score interpretations
for test users. In recent years, a growing number of state assessment programs have opted
to use more complicated IRT models to address additional factors besides item difficulty,
such as item discrimination and guessing. Among them, the three-parameter logistic
model for multiple-choice items and the generalized partial credit model for constructed-
response items are most commonly used. Some examples include state assessment
programs in Florida, New York, Mississippi, Oklahoma, and Maryland.

When an IRT model is assumed, there are many psychometric assumptions and
characteristics that need to be evaluated and addressed, such as dimensionality
assessment and evaluation, model fit, item parameter estimation, proficiency estimation,
and so on. An important end product of the psychometric analysis of an educational test
often is the final test score and its interpretation, which are provided back to the test
users. With the Rasch model, scoring is straightforward, because in the statistical
definition of the model, the total score based on item responses is a sufficient statistic of
the underlying theta and results in a single estimate. With more complicated IRT models,
the total score is no longer a sufficient statistic of the underlying proficiency. In those
cases, proficiency is typically estimated through an iterative process.

With the development of IRT and its related research, different methodologies

have been constructed and implemented to estimate proficiency. Various estimators have



been proposed in the literature and are being used in the field. Among them are test
characteristic function (TCF), expected a posteriori estimator (EAP) based on pattern
scoring, EAP based on summed scoring, and maximum likelihood estimator (MLE). The
underlying psychometric properties of these estimators are well known by some
psychometricians, but not enough attention has been paid in operational testing programs
to observe the practical impact the choice of a certain estimator may have on the reported
scores and their distribution. Kolen and Tong (in press) presented some empirical
examples to demonstrate that the choice of IRT proficiency estimator can significantly
influence practical applications of IRT, including the score distribution and the
assignment of examinees to proficiency levels. Tong and Kolen (2007) observed the
impact of choice of estimators in a vertical scaling context. Their findings showed that
different choices of estimators did not tend to affect the growth interpretations from grade
to grade, but they did produce score distributions with different characteristics, and the
difference could be large in some cases.

In the literature, the use of summed scores versus pattern scores in IRT is often
discussed as a choice between more precision (pattern scores) versus easier for users to
understand (summed scores). Bayes scoring versus MLE scoring is often discussed as a
choice of less overall error (Bayes) versus unbiased estimates (MLE), without much
discussion of practical implications. Yet, the choice of Bayes versus non-Bayes
estimators tends to have a more serious practical effect than the choice of summed versus
pattern scoring (Kolen and Tong, in press).

In the current study, we further examined the statistical properties of the various

IRT estimators, especially focusing on their practical impact on the reported scores. We



also investigated a few practical scenarios, where the testing focus is on assessing college
readiness, assessing students’ minimal competency, or providing estimates for students
who have failed a previous exam (retesters). We were interested in observing, given the
various contexts, how different estimators tend to impact the interpretations of the test
scores. We intend for this paper can provide some guidance to practioners as they decide
which IRT estimator to choose for their specific educational program.

Data

Data used in the current study come from a grade 8 mathematics test from a large-
scale state assessment program. There are 53 multiple-choice items on the test, and more
than 130,000 students took this test form. Their item responses were used to generate the
item parameters and proficiency estimates discussed in this paper.

In addition, a few scenarios were created using these data to observe what impact
the various IRT proficiency estimators were likely to have under various conditions.
First, a short test was created, with a random selection of half of the items on the test. The
goal is to observe the behaviors of the proficiency estimators based on a shorter test.
Next, an easy test was created to mimic a minimum competency exam often seen in high
school assessment. The items on the test were rank ordered by difficulty and the first 27
easiest items were chosen to create the easy test. A difficult test was also created to
mimic a test whose purpose is to assess college readiness. For such tests, often it is
desirable to select difficult items, so as to maximize information at the higher proficiency
level. The difficult test was constructed by rank ordering all the items on the test and
selecting the first 26 most difficult items. Finally, we wanted to create a special testing

population with the majority of the students having failed a previous exam and are



considered retesters. Such a special testing population is usually observed with high
school graduation assessment, where the diploma requirement includes passing the high
school graduation test. Students typically have multiple opportunities to take the
assessment if they cannot pass the first time. To create the retest situation, a special
testing population of interest was sampled from the entire test data, with only 4,000
examinees. Of those students selected, 80% were randomly selected from the students
with a raw score lower than 27 and 20% were randomly selected from the entire testing
population. The 20% random sample from the entire population was to account for the
fact that due to different school schedules and transfers, there are also first-time test
takers in the retesting situations.

Table 1 presents the summary statistics for number correct scores on the overall
test and the constructed scenarios. As expected, the Cronbach alpha reliability estimate
was the highest for the full test, where all the students and all the items were included in
the data. The easy test had the next highest reliability estimate; hard test, short test, and
retest had similar reliability estimates. The retest group is relatively low performing
compared to the overall group, almost by one standard deviation unit.

Table 1. Summary Statistics for the Various Tests.

ymberal | Numberof |y | St | iy
Full Test 135,599 53 29.29 8.98 0.88
Easy Test 135,599 27 19.16 5.10 0.83
Hard Test 135,599 26 10.13 4.69 0.76
Short Test 135,599 27 15.09 4.65 0.77
Retest 4,000 53 22.32 6.57 0.76




Methodology

The purpose of this research paper is to observe how much impact various IRT
proficiency estimators tend to have on students’ test scores. The three-parameter logistic
model was fit to the multiple-choice items. BILOG-MG (Zimowski, Muraki, Mislevy, &
Bock, 1996) was used to estimate the item parameters for the test. The default IRT
scaling was used in the calibration.

The IRT estimators investigated include MLE, EAP, TCF, and summed score

EAP (EAP,). MLE and EAP are both pattern-scoring estimators based on the entire item

response strings. Students answering the same number of items correctly typically do not
have the same proficiency estimates unless they have answered exactly the same set of

items correctly; TCF and EAP, are both summed scoring estimators that do have a one-

to-one relationship between raw scores and proficiency estimates. Students answering the
same number of items correctly will have the same proficiency estimates using these two

estimators. MLE and TCF are both non-Bayes estimators; EAP and EAP, are both Bayes

estimators.

Under the assumption of local independence, the maximum likelihood estimator

A

0, 1s the ! that maximizes the likelihood equation

L= np(vl.=v,.|!). (1)

i=1
In this equation, P(Vl. =v ! ) is referred to as the category characteristic function, which
indicates the probability that an examinee of proficiency 6 earns a category score of
V. =v, on item 7, which has two or more score categories.

Define the item characteristic function for item i as



7,(60)= Y v, P(V, = v,18), 2)

where the summation is over all the category characteristic functions for item i. The test

characteristic function (TCF) is defined as the sum, over test items, of the item

characteristic functions such that,

LO)=#10), (3)

which represents the true summed score for an examinee of proficiency6 .
An estimate of proficiency based on a summed score for an examinee is found by

substituting the summed score for ! S( ) in Equation 3 and then solving for 6 using

numerical methods. The resulting estimator using Equation 3 is symbolized émv and is
monotonically related to the summed score.
Bayesian estimates also often use complicated scoring functions. The Bayesian

EAP estimator is the mean of the posterior distribution and is calculated as
Opp = E(B1V, =V, =v,,...V, =V,

fenp =v,10)g(0)do _ 5)

fﬂp(vi =v,10)g(0)do

g i=1

A Bayesian EAP estimate of proficiency based on the summed score is

ésEAP = E(G l Xs)

fG-P ,=x,16)-g(6)d6 ©

fp =x,10)-g(0)do



The term P(XS =x, | 0) represents the probability of earning a particular summed score

given proficiency and can be calculated from item parameter estimates using a recursive
algorithm provided by Hanson (1994), Thissen, Pommerich, Billeaud, and Williams
(1995), and illustrated by Kolen and Brennan (2004, pp. 219-221), which is a

generalization of a recursive algorithm developed by Lord and Wingersky (1984).

The maximum likelihood estimator éMLE and test characteristic function estimator

A

0, do not depend on the distribution of proficiency in the population, g(8). All of the
Bayesian estimators depend on g(0) . MLE produces unbiased estimates when the test is

long enough; Bayes estimators are shrinkage estimators that are biased, by design, when
a test is less than perfectly reliable. The following relationship is expected to hold if the

distribution of 6 is well defined (Kolen and Tong, in press):
Var(éTCF) = Var(éMLE) = Var(éEAP) = Var(ésEAP) : @)

Because of these psychometric properties of the various estimators, the choice of a
particular IRT estimator for scoring may affect the reported scores, the entire score
distribution for the testing population, and, more importantly, in the classification of
performance levels at the student level.

In this study, these four estimators were used to estimate students’ proficiencies
on the various tests. The item parameters were estimated in BILOG-MG and were treated
fixed when estimating students’ proficiency. Therefore, for the most part, the current
paper considers the item parameters known and focuses only on the proficiency

estimation process.



In addition to the proficiency estimates, performance-level classifications were
also observed to further investigate the impact of these estimators. There are four
performance levels associated with the assessment: below basic, basic, proficient, and
advanced. The proficiency values associated with each of the four performance levels
were used in the classification and are described in Table 2.

Table 2. Proficiency Required for Each of the Four Performance Levels

Performance Level Proficiency
Below Basic 6 < -0.625
Basic ~0.625 = 6 < -0.0045
Proficient ~0.0045 < 6 < 0.7505
Advanced 6 > 0.7505

For each of the tests referenced in Table 1, original item parameters were fixed
for the selected items on the test and the various proficiency estimates were calculated
(there was a slight variation for the retest situation; it is discussed in a later section).
Next, the performance levels were assigned. Comparisons were made for given students
across proficiency estimators under the various testing conditions.

With the retest scenario, MLE and TCF estimates do not change for these 4,000
students compared from the overall test when item parameters are fixed. With regard to

EAP and EAP,, however, the estimates are likely to change—even though the students,

the items. and their responses to these items stayed the same. This is because for these
two Bayes-based estimators, prior distributions need to be specified during the estimation
phase. With the retest population, the students are not as high performing as the regular

testing population. Therefore, the prior distributions have changed. By creating a



retesting situation, we can also observe the effect of prior distribution on the resulting

estimates.
Results

In this section, results are summarized for the various testing scenarios. The focus
is to observe the statistical characteristics of the various proficiency estimators and their
resulting impact on students’ test scores. The discussion of results is presented in two
sections: the first section includes results for all students based on the various conditions;
the second section includes results for the 4,000 students sampled for the retest condition.

All Students

10



Table 3 presents the summary statistics of all students’ proficiency estimates based on the various
tests. “All test” presents results for all students with all items included. Easy test, hard test, and short
test have been discussed in the data description section. As shown in
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Table 3, the order of the variability for the estimators generally followed the order
described in Kolen and Tong (in press), with TCF producing the largest variability,

followed by MLE, EAP, and EAP,. Among the estimators, TCF and MLE, the non-
Bayes estimators, tended to produce similar variability estimates; EAP and EAP,, the

Bayes estimators, tended to produce similar variability estimates. The largest difference
in variability occurred with the short test results, where TCF produced more than 1.7

times the variability in the estimates than EAP,. The smallest variability difference was

observed with the all test. In terms of mean estimates, TCF tended to produce mean

estimates that are relatively different from the rest of the estimators.
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Table 3. Summary Statistics for IRT Proficiency Estimates for All Students Based

on the Various Tests.

Mean Standard Mean Standard
Deviation Deviation
o -0.05 123 O,cr -0.04 1.12
o o 0.00 1.05 Hard 6,,, 0.05 0.99
¢ ) 0.00 0.96 Test i) 0.01 0.79
EAP : : EAP : :
an 0.00 0.92 Opir 0.00 0.77
o -0.01 1.18 O,cr -0.10 1.44
N o 0.02 1.13 Short 6,,: 0.02 1.10
Y ) 0.02 0.92 Test ) 0.02 0.88
EAP : : EAP : :
6, 0.00 0.91 6, 0.02 0.87

Proficiency levels were also assigned to students based on their proficiency

estimates.

13




Table 4 provides the percentages of students in each of the four performance levels based
on the proficiency estimators on the four tests. Note that all four test distributions were

based on the same students. As can be observed from
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Table 4, noticeable differences can be observed among the proficiency estimators as well
as based on the various tests. For example, for the “basic” level on the hard test, using
MLE resulted in 16.5% of the students in that level, whereas using EAP, produced only
28.8% of the students in the proficient level, a 12% difference. Even with the all test
condition, the largest difference among estimators was around 3% for the Basic,
Proficient, and Advanced levels, suggesting that the choice of proficiency estimator has a

practically meaningful effect on percentage in proficiency level.
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Table 4. Distribution of Performance Levels Based on Proficiency Estimates.

Below Basic Basic Proficient Advanced
TCF 24.8 20.2 32.3 22.7
MLE 23.5 21.4 31.7 234
All Test EAP 226 234 327 212
EAPS 24.8 20.2 35.2 19.9
TCF 234 19.5 30.1 27.0
MLE 26.3 16.5 32.3 24.9
Hard Test EAP 267 28.1 254 19.7
EAPS 234 28.8 30.1 17.7
TCF 24.2 23.7 28.6 23.5
MLE 23.6 21.5 30.5 243
Easy Test EAP 235 234 309 22
EAPS 24.2 23.7 28.6 23.5
TCF 25.7 14.7 34.8 24.8
MLE 24.2 20.4 304 25.0
Short Test EAP 24.6 24.1 30.8 20.6
EAPS 25.7 22.3 32.6 19.4
In order to better observe the differences among various estimators,
All Test
Hard Test
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35.0 4 40.0
30.0 /-\\ 350/ .
25.0 / —+—TCF 30.0 4 . Za N
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' 4 EAP wol Ty . = ME
15.0 - e EPsM | ! . . EAP
10.0 - - —a— EAPSUM
10.0 4
5.0
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0.0 T T
Below Basic Proficient Advanced 00 Below Basi j Proficient j Advanced
Basic Bea(s)iC asic oficie
Easy Test Short Test
40.0 40.0 -
35.0 - 35.0 -
300 4 . 300 1
250 | . A —e—TCF 250 | —e—TCF
- —=— MLE — = MLE
20.0 - 20.0 4
4 EAP ~—4 EAP
15.0 1 e EAPSUM| 130 —s— EAPSUM
10.0 4 10.0 4
5.0 4 5.0 q
0.0 : 0.0 : )
Below Basic Proficient Advanced Below Basic Proficient Advanced
Basic Basic
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Figure 1was created to compare the estimators for each of the four testing

conditions. The horizontal axis depicts the four performance levels, and the vertical axis

shows the percentage of students in each of the performance levels.
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Figure 1. Performance Level Distributions Based on Estimators By Test.
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As can be observed from

All Test
Hard Test
40.0 -
35.0 40.0 4
/- N\
30.0 A I 350/
25.0 . / AN o—TCF 300 - . P~
i N4 MLE e
20.0 - = 8 25.0 4 o
15.0 - FAP 2007 v A
—s— EAPSUM 15.0 J
10.0 4 ’
10.0
5.0 |
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. - 0.0 T T
Belof” Basic Proficient  Advanced Below Basic Proficient ~Advanced
Basic Basic
Easy Test Short Test
40.0 40.0 -
35.0 4 35.0
30.0 - i
25.0 / — +—TCF %00
20.0 PO S MLE 25.0 | '\ " ;
15'0 EAP ol x ’
7 —s EAPSUM 180
10.0 4 10.0
5.0 5.0 4
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Below Basic Proficient Advanced Below Basic Proficient ~ Advanced
Basic Basic

—e—TCF
MLE

—s— EAPSUM

Figure 1, the difference in percentage was the smallest among estimators for the easy-test condition
and the largest for the hard-test condition. The all-test condition has relatively small difference as
well. Among estimators, generally speaking, the two Bayes estimators produced somewhat similar
results. Under the all-test and easy-test conditions, all the estimators produced somewhat similar
distributions of performance levels. Only focusing on the distribution of performance levels, not
much difference was detected for these two conditions. With the short-test and the hard-test
scenarios, however, the differences were more noticeable. Note that even though TCF tends to
produce higher standard deviations for the estimates, as shown in
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Table 3, it does not always yield a higher percentage of students at the two ends

of the performance spectrum. Similarly, even though EAP, tends to produce the smallest

standard deviation, it does not produce a similar pattern with performance level

distributions. Such an observation can be attributed to performance levels being a discrete

variable and that it relies heavily on where the cut scores are.

differences sometimes as large as 12%. Choosing one estimator over another definitely

For each test, the estimators yielded different distributions, with the percentage

appears to have implications on students’ test scores as well as their performance

classifications.
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Figure 2 was constructed based on essentially the same data as
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Figure 1 but focuses on the differences from a different perspective, by estimators
instead of by testing conditions. The horizontal and vertical axes were similarly labeled.
The focus with this set of charts is to observe, for the same students, how much
difference in distribution of performance levels can be detected when different sets of
items and proficiency estimators were used. Based on this set of charts, it can be
observed that with the same proficiency estimator and the same students, the distribution
of performance levels also tended to be different based on the different testing scenarios,
with the magnitude being as large as 9% for TCF between easy-test and short-test
conditions. It appears that MLE generally produced similar results under the different

testing situations, but the difference could still be as large as 5%. EAP, and TCF

generally produced the most diverse results under the different testing situations.
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Figure 2. Distribution of Performance Levels by Proficiency Estimator.

So far the observations have been focused on the entire distribution of

performance levels and the overall summary statistics of the entire testing population.

The observations indicate that some moderate differences were observed among

estimators and different testing conditions. The percentage in difference could be as large

as 12%, affecting 16,000 some students in performance classification. Besides at the

overall performance distributions, we were also interested in investigating how much of

an impact these estimators had on the individual students’ performance classification

consistency. Table 5 and Table 6 were constructed to illustrate inconsistency among

various estimators. Table 5, using TCF as the base, presents the percentage of students in

the population that were classified differently between TCF and the given estimator for

each test. For example, for all test, 12.5% of the students were classified into different

performance levels based on TCF and MLE results. TCF was chosen to serve as the base

21



because this estimator is very commonly used to estimate students’ proficiency in large-
scale assessment when more complicated IRT models are employed. MLE is another
estimator that is more commonly seen in state assessment. Very few states use EAP as

the proficiency estimator and to our knowledge, no state assessment uses EAP, to

estimate proficiency.

As shown in Table 5, classification inconsistency can be very high. The largest
difference in performance level distributions observed across estimators and testing
conditions was 12%; however, when observing at individual student level, the percentage
of students classified differently based on different estimators was much higher. For
example, on the hard test, 28.2% of the students were classified differently based on TCF

and EAP proficiency estimates. It appears that EAP, agreed more with TCF estimates,

especially on the all-test and easy-test conditions. EAP tended to yield the highest
classification inconsistency from TCF compared with the rest of the estimators. Such
findings agree with the underlying algorithms for the two estimators: TCF is a summed-
scoring approach that maximized information; EAP is a pattern-scoring estimator that
utilizes the Bayes approach. This pair of estimators is the most different in their
estimating algorithms among the four estimators investigated in this paper.

Across the tests, the inconsistency tends to be the smallest for the all-test and
easy-test conditions; the inconsistency tends to be the largest for the hard-test condition.
Even with the all-test condition, the classification inconsistency can be as high as 12.8%,
translating into more than 17,000 students being classified differently depending on

which estimator is being used.
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As mentioned earlier, TCF and MLE are the two most popular estimators used in
the state assessment arena. Given this set of results, it seems that classification
inconsistency between the two sets of estimators can be very high. Even when all the
items were used on the test, we still observed 12.5% of the students classified into
different performance levels depending on which estimator was being used.

Table 5. Percentage of Classification Inconsistency by Test, Baseline TCF.

MLE EAP EAP,
All Test 12.5 12.8 2.9
Hard Test 20.4 28.2 18.6
Easy Test 9.6 8.9 0.0
Short Test 17.6 20.6 13.0

To further investigate classification inconsistency across testing conditions, Table
6 was created. The all test was used as the basis for comparison. Again, inconsistency
was very high, mostly in the 20—-30% range. Even though the estimates were computed
based on the same item responses (when selected) by the same students, depending on the
items selected, the results could be largely different. Based on the tests included, the easy
test appears to have produced results most similar to the all-test scenario, but the
differences were still large.

Table 6. Percentage of Classification Inconsistency by Estimator.

Hard Test Easy Test Short Test
TCF 32.6 25.0 25.6
MLE 34.2 17.5 23.4
EAP 36.4 17.4 23.4
EAP, 32.9 25.3 24.8
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Retest Students

As mentioned in the previous section, the retest scenario included 4,000 students
selected from the overall data, with 80% selected from the low-performing group and
considered retesters and 20% randomly selected from the overall group. All the items
were included for the retest situation. For the retesting situation, the focus is on the EAP

and EAP, estimators, where the estimates are affected by the choice of a prior

distribution. MLE and TCF estimates do not change if the item parameters remain the
same and their estimations do not depend on the population distribution. With retesting
situations, because the testing population (retesters) has a markedly different distribution
from the regular test population, if Bayes estimators are adopted, the students’
proficiency estimates may be affected because of the abilities of other students who took
the test at the same time.

Two different approaches were investigated in this paper. The first approach
involves fixing the original item parameters and estimating proficiency; the second
approach involves recalibrating item parameters and using the new item parameters and
item responses to estimate proficiency.

Under the first approach, item parameters were fixed for all the items and
BILOG-MG was run to obtain the estimated underlying distribution for the testing group
(quadrature distribution). This new quadrature distribution was then used as the prior

distribution for estimating both EAP and EAP, estimates. Because of the retesting nature

of the group being investigated, the mean and standard deviation for the prior distribution
was no longer 0 and 1, as was the case when the entire testing population was used.

Instead, based on the results, the mean and standard deviation for the prior distribution
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used were -0.703 and 0.854, respectively. These values were expected: the mean
proficiency of the retesting group should be considerably lower than 0; the standard
deviation should be lower than 1 because compared with the testing population, there is
less variability in the retesting group of interest.

Under the second approach, calibration was conducted first. New item parameters
were obtained as well as the estimated underlying proficiency distribution. Both were set

to compute EAP and EAP, estimates. Because of IRT scale indeterminacy, for the

second approach, Stocking and Lord (Stocking & Lord, 1983) was used under the
common-item nonequivalent groups design to place the newly calibrated item parameters
onto the same scale as the original set. All the items on the test could serve as common
items. The mean and standard deviation for the prior distribution, after linking based on
Stocking and Lord, were -0.830 and 0.866. Compared with the quadrature distribution
under the first approach, the second approach had a lower mean.

Table 7 presents the summary statistics for the proficiency estimates. Original
estimates were the estimates computed for the 4,000 selected students based on their
proficiency estimates under the all-test condition (that is, using the entire testing
population as the prior distribution).

Table 7. Summary Statistics for Retest Scenarios.

Standard

A e Deviation
. : EAP -0.72 0.85
Original Estimate EAP 071 078
Fix Item EAP -0.78 0.78
Parameters EAP, -0.77 0.70
: EAP -0.83 0.79
Recalibrate Items EAP 0.82 072
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As the table indicates, the means based on original estimates were much lower

than the average computed for the testing population (see Table 1), due to the retesting

nature of the students. Means and standard deviations for EAP and EAP, estimates were

also computed for the two approaches. The mean estimates under both approaches were

considerably lower than the original estimates, indicating that the different prior

distribution appeared to have had an impact on the resulting proficiency estimates.

Compared between the two approaches, the recalibration approach showed lower mean

estimates, consistently with the differences observed from the prior distributions used in

the estimation process. Both approaches also produced smaller standard deviations

compared with the original estimates, again indicating impact from the prior

distributions. Between the two estimators, not much difference was detected for the mean

of proficiency estimates; in terms of standard deviation, the variability of the two

estimators still followed the trend indicated in Kolen and Tong (in press).

Table 8. Distribution of Performance Levels.

32':;: Basic | Proficient | Advanced

Ss’tii?'i":;‘; 50.2% | 37.7% 7.9% 4.3%

EAP If;fgfnitt‘l‘; 56.9% | 33.3% 5.8% 4.1%
Recl";‘(f:]’:‘ted 62.7% | 28.5% 4.2% 4.7%

Ss’tii?'i":;‘; 54.6% | 34.1% 7.2% 4.2%

EAP, If;fgfnitt‘l‘l{; 62.9% | 27.9% 5.1% 4.2%
Recl";‘(f:]’:‘ted 71.5% | 20.3% 3.5% 4.9%

Distributions of performance levels were also produced to further examine the impact of
a retesting population on the classification of students’ performance levels. Table 8
presents the distribution of performance levels based on the estimates and the cut scores.
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As can be observed from the table, for both estimators, more students were classified into
the lowest performance level for the retest approaches, especially under the recalibration
approach. Such a trend was expected due to the nature of the prior distribution in the
retesting population.
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Figure 3 was constructed to illustrate the distribution of performance levels for

each approach, compared with the original results. Both approaches produced more

percentage of students classified into lower performance levels. The results suggested

that, based on the same students’ responses to the same items, depending on which group

of students these testers took the test with, their performance classification could be

affected. With this set of results, up to 17% of the students were classified into a lower

performance category only because of the retesting nature of the group.
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Figure 3. Performance Levels for Retesting.

Classification inconsistency was also compared. Table 9 was constructed to depict

classification inconsistency, based on the same students and the same test, but different
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testing population where calibrations and calculations were conducted. The inconsistency
was computed using the original estimates as the base. As shown in Table 9, the resulting

inconsistency can be quite large. EAP, under the recalibration approach produced the

highest inconsistency, 20%; 800 out of 4,000 students were affected in the classification
of their performance levels. EAP under the fixed item approach yielded the most
consistent results, with still around 9.2% of the students being classified into different
performance levels. A further look into the direction of the inconsistency showed that
across all the combinations of estimators and approaches, the majority of the
inconsistency occurred with students being classified into a lower performance category
than they originally were based on the all-test results. This observation agreed with the
hypothesis that Bayes estimators are affected by the prior distribution; hence when these
estimators are used, it matters with which group a given student is taking the test.

Table 9. Classification Consistency for Retest.

. Recalibrate
Fix Items
Items
EAP 9.2 16.2
EAP, 10.4 20.0
Discussion

Very little research exists in the literature to address the specific impact the choice
of proficiency estimator may have on the resulting scores and interpretations. With
complicated IRT models being more and more widely used in practice, it will be helpful
to practioners if further investigations are conducted in this area and certain guidelines
are provided. As mentioned earlier, the discussions around choice of estimators have

typically focused on precision of estimation (pattern scoring versus summed scoring) and
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estimation bias (Bayes versus non-Bayes estimators), but very few studies have looked at

the practical implications a certain proficiency estimator may have on the scores.

In this study, different estimators were investigated under different testing

conditions: short test with half of the items, easy test that consists of easiest items which

is often the case with competency type of exams, hard test that consists of more difficult

items and can be used to assess college readiness, and retest situation where the majority

of the students have failed the exam before and are taking the test again. All four

estimators—TCF, MLE, EAP, and EAP,—were used to produce proficiency estimates

for the various conditions. The results tended to warrant the following observations:

1.

There are noticeable differences among the proficiency estimates
produced by various estimators. These differences can substantially
impact areas such as performance-level classifications of students and
whether students pass the test.

When the test is long and it consists of more diverse items, the estimators
tended to produce somewhat similar results; however, inconsistency of
classification into performance levels among the estimators could still be
high.

Compared across testing situations and estimators, TCF and EAP tend to
produce the results that are most different from each other.

In terms of performance-level distributions, MLE appears to produce the

most similar estimates across various testing conditions; EAP, appears to

produce the most diverse estimates across various testing conditions.
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However, a closer look at classification consistency indicates that none of
the estimators showed dominance in preserving the placement of students.
5. The results showed that the length and composition of the test affect the
resulting estimates. Even with item parameters being fixed, results tended
to be different among estimators, especially in classification consistency.

6. Bayes-based estimators EAP and EAP, tend to be affected by prior

distribution. When these estimators are used, the end results will matter
depending which testing group a given student takes the test with.
Each of the estimators offers some unique characteristics for estimating
proficiency. Currently TCF and MLE appear to be the most commonly used estimator in

practice. From the various testing conditions investigated, MLE and EAP, appeared to

produce somewhat similar results to TCF; EAP tended to be most different from TCF.
The testing conditions were created using the existing data. For the competency
exams and college-readiness exams, the created tests may not portray well what is likely
to be constructed in practice; instead, they may be the extreme versions of these
assessments. For future studies, more realistic tests could be used to further assess the
robustness of the estimators. Simulation studies can also be conducted to further observe

the accuracy of the various estimators.
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